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Abstract—Genetic programming approaches have been employed in the literature to automatically design constructive
heuristics for cutting and packing problems. These heuristics
obtain results superior to human-created constructive heuristics,
but they do not generally obtain results of the same quality as
local search heuristics, which start from an initial solution and
iteratively improve it. If local search heuristics can be successfully
designed through evolution, in addition to a constructive heuristic
which initializes the solution, then the quality of results which
can be obtained by automatically generated algorithms can
be significantly improved. This paper presents a grammatical
evolution methodology which automatically designs good quality
local search heuristics that maintain their performance on new
problem instances.
Index Terms—Bin packing, grammatical evolution, heuristics,
local search, stock cutting.

I. Introduction

T

HE RESEARCH area of automatic heuristic generation is
a relatively young field which is attracting an increasing
amount of research attention. The literature shows many examples of heuristics which have been automatically designed
for combinatorial optimization problems, including the 1-D
bin packing problem. The majority of this research effort
has employed evolutionary computation techniques to evolve
heuristics which construct a feasible solution, rather than
improve upon an existing feasible solution. They evolve constructive heuristics rather than evolving local search heuristics.
Constructive heuristics are defined in this paper as those which
begin with an empty solution, and iteratively add components
to the solution until a feasible solution is obtained. In contrast
to this, local search heuristics are those which begin with
a feasible solution, and iteratively modify it in order to
obtain better solutions. As the quality of results obtained
by a local search heuristic is generally superior to those
obtained by a constructive heuristic, we believe that research
should focus not only on the automatic design of constructive
heuristics but also on local search or iterative improvement
heuristics.
This paper shows how it is possible to use grammatical
evolution to evolve novel local search heuristics for 1-D
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bin packing. Utilizing the ideas presented in this paper, this
methodology could also be applied to other combinatorial
optimization problems. The evolved local search heuristics
can also be referred to as neighborhood move operators, as
they define which solutions can be reached from the current
solution. These evolved neighborhood move operators can
obtain optimal, or close to optimal, results in a relatively small
number of iterations, and they show that different classes of
problems require different local search heuristics. In the results
presented in this paper, we explore the quality, efficiency, and
consistency of performance of the evolved heuristics.
Grammatical evolution is chosen as the methodology to
evolve the local search heuristics because of the ease with
which it can represent algorithmic structures. Each individual
in the population can be decoded into a local search heuristic
through the use of a context-free grammar defined in BackusNaur form (BNF). This is analogous to the genotype to
phenotype mapping in natural evolution. The grammar defines
how the potential components of a heuristic can be combined
to form a functioning heuristic.
This research area could represent a paradigm shift in designing heuristics for combinatorial optimization. The majority
of research so far has been focussed on manually designing
the best heuristic for a given problem. In contrast, research
into automatic heuristic design requires the human designer
to design the best search space, where good heuristics are
likely to exist. It is also necessary to design efficient methods
to search that space of heuristics. The contribution of this
paper is to present an effective search space of 1-D bin
packing heuristics, and a successful methodology with which
to perform the search.
A. Hyper-Heuristics
Hyper-heuristics have been defined as heuristics which
search a space of heuristics, as opposed to a space of solutions
[1]–[3]. The grammatical evolution system we present in this
paper can be defined as a hyper-heuristic because it searches
a space of local search heuristics. Two classes of hyperheuristic have been defined in [4]. The first is the class which
intelligently chooses between complete functioning heuristics
which are supplied to it by the user. The second class of hyperheuristic automatically designs new heuristics, and further
information on this specific class can be found in [5]. The
methodology presented in this paper belongs to the second
class of hyper-heuristic.
Examples of hyper-heuristics of the second class include
systems which evolve local search heuristics for the satisfia-
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bility problem [6], [7]. Heuristic dispatching rules have also
been evolved for the job shop problem [8]–[10]. Constructive
heuristics for 1-D bin packing have been evolved by genetic
programming in [11]–[13], showing that evolved constructive
bin packing heuristics can perform better than the best-fit
heuristic [14] on new problems with the same piece size
distribution as that which they were trained on [12]. Results
in [13] show that the evolved heuristics also maintain their
performance on instances with a much larger number of pieces
than the training set. Heuristics for the bi-objective knapsack
problem are evolved with a similar methodology in [15].
It is also shown in [16] that the evolved heuristics can
further be improved if the genetic programming system can
also use memory components to build new heuristics. These
memory components access a memory of the piece size
distribution that has been seen so far. In this paper, we show
that it is not only constructive heuristics but also local search
heuristics that can be evolved for 1-D bin packing, and that
grammatical evolution can be used for this purpose.
The difference between human-designed heuristics and automatically designed heuristics for the 3-D packing problem is
investigated in [17]. Hyper-heuristics can also evolve human
competitive constructive heuristics for the 2-D strip packing
problem [18]. In that study, it is shown that more general
heuristics can be evolved, which are not specialized to a given
problem class.
A genetic algorithm is used to evolve hyper-heuristics for
the 2-D packing problem in [19]–[22]. The evolved individual
contains criteria to decide which packing heuristic to apply
next, based on the properties of the pieces left to pack. The genetic algorithm evolves a mapping from these properties to an
appropriate heuristic. The work follows studies which evolve
similar hyper-heuristics for the 1-D bin packing problem [23],
[24], in which the supplied local search heuristics have been
created by humans, and the task of the hyper-heuristic is
to decide under what circumstances it is best to apply each
heuristic. This differs from the work in this paper, as the
local search heuristics are automatically designed through
evolution, and the task of the hyper-heuristic is to design new
heuristics.
Evolutionary computation is a very common methodology
for automatically generating search algorithms and heuristics,
and methodologies for evolving evolutionary algorithms themselves are presented in [25] and [26]. Hyper-heuristics also
need not be employed to automatically design a complete
search algorithm, they can be employed to improve on components of existing human designs. For example, in [27] and
[28], the particle velocity update rule is evolved for an existing
particle swarm optimization algorithm. Genetic programming
has also been employed to combine human-designed heuristics
for the rush hour puzzle [29].
Keller and Poli [30], [31] presented a series of papers
evolving solvers for the traveling salesman problem, using a
grammar-based linear genetic programming system. They go
on to add loops [32] and more fine-grained components to the
grammar [33], [34]. The heuristics are evolved for use on one
problem instance, as it is not shown that they can be reused
on new problem instances.

Research into hyper-heuristics is closely related to the work
of the adaptive memetic algorithms community. For protein
structure prediction, a grammar is defined in [35] and [36],
which expresses groups of memes, each of which performs
a local search at a given point in the genetic algorithm. All
aspects of the memes are evolved, and the result is a memetic
algorithm which is evolved with genetic programming. Meuth
et al. [37] described clearly how closely aligned memetic
algorithms research can be with the goals of hyper-heuristic
research, and even provide an example using “Even-Parity,” a
classic genetic programming benchmark.
Poli and Graff investigated if the “no free lunch” theorem
applies to hyper-heuristics in [38], and found that it does not
apply unless the set of problems is closed under permutation.
In practice this is not usually the case, and so they conclude
that a “free lunch” is possible for hyper-heuristics.
B. 1-D Bin Packing
The 1-D bin packing problem consists of a set of pieces,
which must be assigned to bins with a fixed capacity. The
objective is to minimize the number of bins necessary to
accommodate all of the pieces [39], where each piece j has
a weight wj , and each bin has capacity c. A mathematical
formulation of the bin packing problem is shown in (1),
taken from [39]. Where yi is a binary variable indicating
whether bin i contains pieces, xij is a binary variable indicating
whether piece j is packed into bin i, and n is the number of
available bins (and also the number of pieces, as we know
we can pack n pieces into n bins). The bin packing problem
is known to be NP-Hard [40], so heuristics are commonly
used to generate solutions that are of a high enough quality
for practical purposes, as a polynomial-time exact algorithm
is unlikely to exist for the general case [41]

Minimize
Subject to

n

i=1
n


yi
wj xij ≤ cyi ,

i ∈ N = {1, . . . , n}

xij = 1,

j∈N

yi ∈ {0, 1},
xij ∈ {0, 1},

i∈N

j=1
n

i=1

i ∈ N, j ∈ N.

(1)

A number of examples of constructive heuristics for the bin
packing problem are given in [41]–[43], including the wellknown best-fit, worst-fit, and first-fit, which are described in
Section III-A3, as they are used in this paper. Theoretical work
on the performance bounds of heuristics for 1-D bin packing
can be found in [44]–[46]. These constructive heuristics address the online bin packing problem, where the pieces must
be packed in sequence and a piece cannot be moved once it
is packed. In this paper, we address the offline version of the
problem, where all of the pieces are known in advance.
Exact methods have been studied for the offline problem,
modeling it as either a linear or an integer program. The
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linear programming approach originates from the work of
Gilmore and Gomory [47], [48], and more recent applications
of this technique are given in [49] and [50]. As well as
discussing such linear programming methods, Haessler and
Sweeny [51] discuss two more methods: sequential heuristic
procedures and hybrid procedures. Scholl et al. [52] presented
an exact procedure called “BISON,” based on Martello and
Toth’s well-known “MTP” procedure [39]. Two branch and
price algorithms are compared on the standard 1-D bin packing
problem by Vance in [53]. Valerio do Carvalho provided a
short amendment to Vance’s work in [54].
Metaheuristics have also been applied to 1-D packing
problems, e.g., simulated annealing [55]–[57], and genetic
algorithms [58], [59]. Results presented in [60] and [61] are
particularly relevant to this paper, as grammatical evolution
is employed to evolve sentences which represent solutions
to the multidimensional knapsack problem. Such a use is an
example of grammatical evolution not being employed as a
hyper-heuristic, because it searches a space of solutions to one
problem. These solutions cannot be reused to solve other problems. In contrast, the individuals evolved in this paper are local
search heuristics which are reusable and obtain consistently
high quality results when reused on new problem instances.

II. Methodology Overview
This paper shows how it is possible to evolve high-quality
and efficient local search heuristics for 1-D bin packing. In
this paper, we define a local search heuristic as an algorithm
which takes as input a complete feasible solution, removes
some pieces, and then repacks the pieces using a fast
constructive heuristic. The output is also a complete feasible
solution. This heuristic is invoked iteratively, and after each
iteration the new solution is set as the current solution if the
new solution is superior.
This type of local search heuristic can also be referred to
as a neighborhood move operator, as it defines the extent to
which the current solution is modified when moving to another
solution in the solution space. The contribution of this paper
is to show how efficient move operators can be automatically
designed through evolution, which also obtain high quality
results consistently. We also show that this approach is beneficial, as different neighborhood move operators have different
performances when applied to different problem classes.
“Efficiency” in this context is defined by how many iterations the local search heuristic requires in order to find an
optimal, or near optimal, solution. The heuristics are given
just 100 iterations in which to obtain the best solution possible.
“Consistency of results” in this context is defined by the ability
of the heuristic to maintain its performance over multiple runs
on an instance. This is an important issue, as the solution is
initialized by a stochastic method for each run, and the local
search heuristics will produce a different solution for each run.
In addition to this, the local search heuristics themselves can
contain stochastic elements, which will produce a different
solution even if the initial solution was identical. To measure
the consistency of results of an evolved heuristic, we record
the average of ten runs on each test instance.

III. Grammatical Evolution System
Grammatical evolution is an evolutionary computation
methodology which generates sentences in an arbitrary language defined by a BNF grammar. A BNF grammar consists of
a set of symbols, referred to as “non-terminals.” To construct
a sentence from the grammar, the process begins with one
non-terminal symbol, and a set of production rules that define
with which sentences this non-terminal can be replaced. A
sentence can consist of the same non-terminal, other nonterminals, and “terminals.” Terminals are components of the
final sentence, which have no production rules because they
are not subsequently replaced. Usually, there is a set of more
than one production rule for each non-terminal, from which
one must be chosen.
When the non-terminal is replaced with a sentence, the nonterminals in the new sentence are each replaced with one
sentence. Each non-terminal has its own set of production
rules. When the sentence consists only of terminals, then the
process is complete. In this paper, the sentence is a functioning
fragment of Java code, which acts as a local search heuristic
by performing a “neighborhood move” from one feasible
solution to another. Section III-A presents the grammar employed in this paper, from which we aim to evolve efficient
heuristics.
Grammatical evolution differs from standard genetic programming in that there is a clear separation between genotype
and phenotype. The genotype can be represented as a variable
length bit string, consisting of a number of “codons,” which
are 8 bit sections of the genome. So, the decimal value of
each codon can be between 0 and 255. However, in the
grammatical evolution literature, the genotype is now regularly
represented directly as a decimal integer string, and has also
been represented as a string of real-valued codons in the
grammatical swarm system [62].
The codons are used in conjunction with the grammar to
produce the phenotype of the individual. The codons are used
in turn to decide which production rule will be applied to
replace the non-terminals, so the first 8 bit codon will be used
to determine which of the production rules will replace the
first non-terminal. If this initial non-terminal is exchanged for
a sentence containing non-terminals, then the second codon
in the genome will be used to choose a production rule for
the first of the new non-terminals. It should be noted that
this “left-most non-terminal” mapping system is the standard,
but other mapping systems exist, such as in π|-grammatical
evolution [63].
To choose a production rule for a non-terminal, the codon
value (between 0 and 255) is calculated to modulus n, where
n is the number of production rules for the non-terminal.
The result is the index of the production rule that is selected
(starting from zero). For example, if the codon’s value is 52,
and there are 12 production rules, then the fifth production
rule is chosen by the codon, as 52 mod 12 = 4.
More detailed information on grammatical evolution can
be found in [64]–[66], and the results of [65] and [67] are
particularly relevant to hyper-heuristic research, as they show
how grammatical evolution can be utilized to automatically
design caching algorithms. Grammatical evolution is one of a
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Grammar, defining the components and structure of the local search heuristics.

number of grammar-based forms of genetic programming, of
which a survey can be found in [68].
A. Grammar
We employ the following grammar, shown in Fig. 1, in
BNF, to define the structure of a local search heuristic. The
grammar is displayed here in a “symbolic” form for ease of
readability. In the actual system, the grammar is defined in
the correct syntax to construct Java code that will compile
and run, but this is too verbose to display here. The grammar
implicitly contains the rest of the (fixed) Java code which
occurs before and after the evolved code, in order to apply
it iteratively. The evolved local search heuristic is, therefore,
a fragment of code, which can be reused as the iterative
component of the overall program.
The overall structure of the heuristic is shown in the first row
of the grammar. First, bins are chosen from which pieces will
be removed, then the pieces are physically removed from those
bins, and finally the pieces are repacked with a constructive
heuristic. These three elements of the heuristic structure are
explained in more detail in Sections III-A1 to III-A3. An
example heuristic containing all three elements is given in
Section III-A5.
The choice of the bins from which to remove pieces is
an important one, and the most efficient choice may differ
depending on the structure of the current problem instance.
The grammar is designed so that the heuristic can select bins
from the solution by five main selection methods, shown by
the <type> production rule. Each method can be customized
because the grammar defines a number of parameters for each,
and the methods can also be combined so that bins are selected
by a composite method.
1) Selecting Bins from Which to Remove Pieces: Fig. 1
shows that there are five bin selection methods,
highest_filled, lowest_filled, random_bins,
gap_lessthan, and num_of_pieces.
The highest_filled method selects bins that have the
least space available. The lowest_filled method selects
bins that have the most space available. The random_bins
method selects bins randomly. These first three methods are
similar because they take the same arguments. The values that
each argument can take are specified by separate non-terminals
in the grammar. <num> defines the number of bins from which

to remove pieces by the method. The <ignore> parameter
specifies a fullness (sum of piece sizes in the bin) above
which the method should ignore the bin. For example, if this
parameter is set to 0.997, then no bin will be selected which is
over or equal to 99.7% full. If 1.0 is selected for this parameter,
then only the 100% full bins are ignored. No bin is ignored
if the parameter is set to 1.1, because no bin can be above
100% full. The <remove> parameter specifies whether all of
the pieces of the selected bins are to be removed, or just one.
If ONE is specified, then the one piece is chosen at random.
The final two methods differ from the first three because
they take additional arguments. The gap_lessthan method
randomly selects a number of bins from those which have
a gap less than a certain size, given as a parameter defined by the <threshold> production rule in the grammar.
<threshold> can take the values “average,” “minimum,”
or “maximum,” which represent the average, minimum, and
maximum piece sizes of the instance being packed. If the minimum piece size of the instance is 20, then a gap_lessthan
method with “minimum” as its <threshold> parameter
would only select bins with a gap less than 20. Semantically,
this would mean that bins with a gap smaller than any piece
should have pieces removed at every iteration, as they represent wasted space which will not be filled. The method also
contains the <num>, <ignore>, and <remove> parameters.
The num_of_pieces method only selects bins which
contain a number of pieces equal to its <numpieces>
parameter, which can take integer values between 1 and 6,
inclusive. This was included in the grammar because it may
be beneficial for a heuristic to focus on removing pieces from
bins with a specific number of pieces. For example, during the
search, the solution may reach a point where there are some
bins containing five or six small pieces each. The optimal
solution may require these small pieces to be distributed more
evenly, and so it would be more efficient to focus on such
redistribution. The num_of_pieces method also contains
the <num>, <ignore>, and <remove> parameters.
For all of these five methods, in the case that there are not
enough valid bins to fill the quota specified by the <num>
parameter, as many as possible are selected. For example, if
there are no bins containing exactly four pieces, then no bins
would be selected by the num_of_pieces method with its
<numpieces> parameter set to four.
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TABLE I
Summary of the Grammatical Evolution Parameters

Fig. 2. Randomly generated example local search heuristic. This is not a
heuristic evolved by the grammatical evolution system.

2) Remove Pieces from the Selected Bins: After the bins
from which the pieces will be removed have been selected, any
duplicate selections are removed, and the pieces are removed
from each according to the <remove> parameter that was
supplied to the method that selected the bin. The <remove>
parameter can either specify that one piece is to be removed
from the bin or that all of the pieces are to be removed. The
list of pieces which were removed from the solution is sorted
in non-increasing order, and then they are repacked into the
solution using one of three repacking methods, specified by
the <repack> production rule in the grammar.
3) Repacking Methods: The pieces can be repacked by one
of the three methods: best-fit-decreasing, worstfit-decreasing, or first-fit-decreasing. These
are simple and well-known constructive heuristics for 1-D
packing. The details of these heuristics can be found in [41]–
[43], but they are described briefly here. Each packs the pieces
one at a time into the partial solution.
First-fit iterates through the bins and puts the piece into
the first bin which has the available space to accommodate
it. Best-fit puts the piece into the bin with the least available
space, from all of those which can accommodate it. Worst-fit
puts the piece into the bin with the most available space, from
all of those which can accommodate it.
4) Choice of Grammar: The grammar is tailored to the
problem instances to some extent, because the parameters were
chosen with the problem instances in mind. For example, the
range of values for the <num> parameter reflect the number of
bins that there are likely to be in a partial solution, even though
more bins will be necessary for instances with more pieces. As
another example, the range of values for the <numpieces>
parameter (1–6) reflects the fact that there will rarely be seven
pieces in a bin. These insights stem from the range of piece
sizes in each instance, as seen in Table II.
It is important to note that no other grammars were tested
before deciding on the current grammar. For this reason, we
believe that there exists the potential for better grammars to
be designed, possibly by adding further methods for selecting pieces to remove. Another possibility would be to use
“proportions” of bins instead of fixed numbers for the <num>
parameter, e.g., removing pieces from 10% of the bins.
5) Example Heuristic: The heuristic shown in Fig. 2 is an
example of a local search heuristic which can be created from
the grammar of Fig. 1. As an individual in the population, this
algorithm will be iteratively applied for 100 iterations, and the
quality of the best packing found will be set as the individual’s
fitness.
This heuristic first chooses the 20 highest filled bins which
are not 100% full. It will remove one piece (randomly selected)
from each of those bins. Then five bins are selected at random

Parameter
Population size
Generations
Generational model
Generation gap
One point crossover probability
Point mutation probability
Duplication probability
Pruning probability
Codons in initial population
Maximum genome wraps

Value
50
50
Steady state
0.9
0.9
0.01
0.01
0.01
10–50
10

which contain exactly four pieces, but no bin which is filled
to a 0.999 proportion of its capacity is selected. The heuristic
will remove all of the pieces from these five bins. All of the
pieces that were removed are sorted in non-increasing order,
and they will be repacked with the first-fit heuristic.
B. Grammatical Evolution Parameters
Table I presents a summary of the parameters of the
grammatical evolution system. The population size is set to 50
and the maximum number of generations is limited to 50. We
employ a steady state evolution model, whereby 90% of the
population is replaced at each generation. To create two new
individuals, two parents are chosen with a fitness proportionate
selection mechanism. As this selection mechanism assumes
maximization of the fitness function, and we use a minimization method, we employ the formula 1/(1 + x) to convert
each fitness value, where x is the fitness of the individual.
The parents have a 0.9 probability of one point crossover,
otherwise the new individuals are clones of the parents. The
two new individuals are then subjected to point mutation,
whereby all of the bits in the genome have a 0.01 probability
of being inverted. A duplication operation is then performed on
both individuals with a 0.01 probability. Duplication involves
selecting a random consecutive set of codons in the genome,
and then inserting a copy of that set at the penultimate codon
position. A pruning operator is then applied to both new
individuals with probability 0.01, which removes codons that
are not used in the genotype to phenotype mapping process.
This process is then applied iteratively until 90% of the new
generation has been replaced. The remaining space in the new
population is filled with the best 0.1 proportion of individuals
from the previous generation.
When decoding the genotype into its phenotype, the end
of the genotype may be reached before the full phenotype
is constructed. In such a case, the decoding process begins
from the first codon again. This is referred to as a wrapping
operator, and we allow ten wraps before the individual is
considered invalid. It is given the worst fitness possible in this
case. The genome length is variable, but the number of codons
in each individual in the initial population is between 10
and 50.
C. Fitness Function
The fitness function assigns a fitness to each individual (a local search heuristic) in the population at each generation. The
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TABLE II
Summary of the Problem Instances Used in This Study

Class
Uniform500
Uniform1000
Scholl
Triples

No. of
Instances
20
20
10
20

No. of
Pieces
500
1000
200
501

Piece Size
Min
Max
200
1000
200
1000
250 000
350 000
250
499

Bin
Capacity
1500
1500
1 000 000
1000

Average
Lower Bound
201.2
55.5
400.6
167.0

The average lower bound refers to the lowest number of bins necessary for each instance, according to the L2 bound.

would significantly increase the run time. The results in this
paper show that this extra run time is unnecessary, and that
the ability to consistently obtain high-quality results can be
evolved by calculating a heuristic’s fitness from only one
run.

IV. Problem Instances
Fig. 3. Process of applying a local search heuristic to obtain a solution. The
heuristic is applied for 100 iterations, and the best solution found is reported.

fitness is calculated by running the heuristic on one problem
instance. To assign a fitness, the heuristic is applied for 100
iterations, where one iteration represents one full execution of
the heuristic. The best solution found by an individual over
its 100 iterations is converted to a fitness value by
⎛
⎞
n  mj=1 wj xij 2
c
⎜ i=1
⎟
Fitness = 1 − ⎝
(2)
⎠
n
where n = number of bins, m = number of pieces, wj = size
(weight) of piece j, xij = 1 if piece j is in bin i and 0 otherwise,
and c = bin capacity.
This fitness function is taken from [59]. It highly values bins
that are filled completely or nearly so, as it sums the squares of
the sizes of the gaps in each of the bins. The fitness function is
designed to distinguish between solutions which use the same
number of bins, and so avoid the problem of plateaus in the
search space that occur when many solutions map to the same
fitness. Solutions with lower fitness are superior.
The process of assigning a fitness to a local search heuristic
in the population is shown graphically in Fig. 3. The list
of pieces packed by first-fit, to initialize the solution, is
given a random order at every generation. This means that
the initial solution changes at each generation. However, the
initial solution is identical for all of the individuals tested in
one generation, which means that the individuals are fairly
compared against each other, and a heuristic will not obtain a
comparatively worse fitness because it started with a worse
initial solution than others in the generation. This design
decision was taken to provide a changing environment for
the heuristics as they evolve, and to encourage the generation
of heuristics which can perform well from a number of
different initial solutions. An alternative method would have
been to perform five or ten runs at each generation for each
individual, and calculate the average performance, but this

Table II summarizes the problem instances used in this
paper. All instances can be obtained from the European
Special Interest Group for Cutting and Packing website at
http://paginas.fe.up.pt/∼esicup/tiki-index.php. Table III contains the names of the exact archives, and the files within
them. Note that the Triples dataset contains non-integer data,
so we multiply all of the piece sizes and bin capacities by
10 to obtain integer values. We perform this conversion for
every problem instance in all four sets, to maintain the relative
sizes between classes. The L2 lower bound used in this table
is explained fully in [69], and is tighter than the continuous
lower bound. It involves dividing the set of pieces into three
sets according to some value K. Each set has certain properties
that constrain the number of bins needed to accommodate all
of the pieces, and this lower bound is recorded. The process
is repeated over values of K from 0 to c/2, and the maximum
recorded value is the L2 lower bound. This process is formally
described here, taken from [69], where I is the set of all pieces,
and si is the size of piece i.
Given any integer K, 0 ≤ K ≤ 21 c, let
N1

=

{i ∈ I : si > c − K}

N2

=

{i ∈ I : c − K ≥ si >

N3

=

{i ∈ I :

=

max0≤K≤c/2 (L(K)) .

L (K)

L2

1
c}
2

1
c ≥ si ≥ K}
2
= |N1 | + |N2 |
 



i∈N3 si − |N2 |c −
i∈N2 si
+max 0,
c

The Uniform, Triples, and Scholl problem classes were
selected for this paper because of their diversity. Instances
from the Triples class are created with a known optimum
solution, where three pieces are allocated to each bin. The
pieces for the remaining classes are generated by uniform
random selection between a maximum and minimum size,
shown in Table II. The size of the instances in the selected
classes ranges from 200 pieces to 1000 pieces.
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TABLE III

TABLE V

Locations of the Problem Instances Used in This Study

Results of the Heuristics on the Test Instances of the
Uniform1000 Class

Class
Uniform500
Uniform1000
Scholl
Triples

File
binpack3.txt
binpack4.txt
HARD[0-9].BPP
binpack8.txt

Archive
falkenauer.zip
falkenauer.zip
scholl.zip
falkenauer.zip

Evolved Heuristic Set
Huniform500
Huniform1000
Hscholl
Htriples

Average
0.50
0.51
4.02
1.95

S.D.
0.10
0.09
4.39
3.47

Minimum
0.40
0.40
0.56
0.97

Maximum
0.85
0.81
17.53
19.57

TABLE VI
Results of the Heuristics on the Test Instances of the Scholl
Class

Fig. 4. Structure of the training and test sets from each class. Only one
instance is used to evolve a heuristic, and the remaining instances of the class
are only seen after a heuristic has been evolved.
TABLE IV
Results of the Heuristics on the Test Instances of the
Uniform500 Class
Evolved Heuristic Set
Huniform500
Huniform1000
Hscholl
Htriples

Average
0.33
0.34
0.98
1.13

S.D.
0.04
0.05
1.59
1.63

Minimum
0.28
0.27
0.36
0.72

Maximum
0.41
0.48
7.37
9.72

The results represent the average distance from the lower bound, and so
lower values are better, and a value of zero represents a heuristic which
obtains the optimal result on every run on every instance.

Section V shows how the performance of evolved local
search heuristics differ, on all four classes, depending on which
problem instance they have been evolved on. Recall that the
fitness of a heuristic in the grammatical evolution process is
calculated from its performance on one run solving the first
instance of one class.
The problem instances are separated into a training instance
and a test set, in order to test the evolved heuristics on
unseen problem instances. This is shown graphically in Fig. 4.
One instance from each problem class is used as the training
instance, and the remaining instances are used as the test set
for that class. Only the training instance is used during the
evolution of a heuristic, and the test instances are only seen
once the heuristic has been evolved.

V. Results
In this paper, we perform 30 runs of the grammatical
evolution system for each of the four problem classes. This
produces 30 heuristics for each class, resulting in 120 evolved
heuristics in total. In this section, the four sets of 30 evolved
heuristics are designated by H[setname] . For example, the set of
30 heuristics evolved on the first instance of the Uniform1000
class is designated as Huniform1000 . Tables IV–VII summarize
the results of the 120 evolved heuristics on the test sets for
each class. There are four tables of results, one for each class.
For example, Table IV reports the results of the four sets of

Evolved Heuristic Set
Huniform500
Huniform1000
Hscholl
Htriples

Average
1.28
1.39
1.15
1.54

S.D.
0.17
0.30
0.10
1.15

Minimum
1.12
1.10
0.96
1.17

Maximum
1.88
2.11
1.29
5.89

TABLE VII
Results of the Heuristics on the Test Instances of the
Triples Class
Evolved Heuristic Set
Huniform500
Huniform1000
Hscholl
Htriples

Average
1.99
2.29
2.60
1.02

S.D.
1.23
1.61
2.78
0.09

Minimum
1.00
1.00
1.00
1.00

Maximum
6.15
7.25
11.72
1.47

evolved heuristics on the test instances of the Uniform500
class.
The tables do not display the fitness of the heuristic that
it would have gained during its evolution, as this value does
not make it obvious how good the solution is compared to the
lower bound. Instead, we display the results of the heuristic as
the number of bins away from the lower bound L2, which is
explained in [69]. As one run on one instance is a stochastic
process which depends upon the initial solution, we perform
ten runs on each test instance for each heuristic.
For example, consider the following situation. The lower
bound for the instance is 167 bins (as is the case for the
triples class), and the heuristic obtains an average solution
of 168.4 bins over ten runs. The result of the heuristic
on that instance is 168.4 − 167 = 1.4. These values are
averaged over all of the test instances of the class to obtain
the result for the heuristic on the class. Each results table
summarizes these class results from the four sets of 30 evolved
heuristics.
Table IV summarizes the results of the heuristics on the test
instances of the Uniform500 class. They show that there is not
much difference between the performance of Huniform500 and
Huniform1000 , and this is confirmed in Table VIII, where the
difference between the two sets of heuristics on the Uniform
classes is not statistically significant. We would expect this,
as the instances of the two classes are generated in the same
way, and the only difference is that the Uniform1000 instances
are twice as large. The strategies which have evolved to move
through the solution space in an efficient manner for the Uniform1000 class can also be used successfully for Uniform500
instances. Table V shows the results of the evolved heuristics
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TABLE VIII
Significance of the Differences Between the Performances of the Sets of Evolved Heuristics
Problem Class
Uniform500
(comparison with
Uniform1000
(comparison with
Scholl
(comparison with
Triples
(comparison with

Huniform500
–

Huniform1000
0.2983

Hscholl
<0.0001

Htriples
<0.0001

0.8337

–

<0.0001

<0.0001

0.0041

0.0003

–

0.0004

<0.0001

<0.0001

<0.0001

–

Huniform500 )
Huniform1000 )
Hscholl )
Htriples )

Each row represents the results of all four evolved heuristic sets on one problem class. On each row, the heuristic set evolved on the problem class in
column one is compared to the heuristic sets evolved on the other three classes. The figures represent the probability that the two heuristic sets have the
same performance, according to a two-tailed Mann-Whitney Rank Sum Test. In this paper, the difference is interpreted as significant if the value is less
than 0.05.

on the Uniform1000 test instances. It shows a similar situation,
where Huniform500 performs as well on the Uniform1000 test
instances as Huniform1000 . These results suggest that it could be
possible to evolve strategies quickly on a very small instance,
for eventual use on much larger problems.
Tables IV and V show that the performance of Hscholl and
Htriples is much worse than Huniform500 and Huniform1000 on
the Uniform500 and Uniform1000 test instances. Table VIII
shows that the differences between these two sets of evolved
heuristics and Huniform500 and Huniform1000 are significant.
These results indicate that the Triples and Scholl problem
classes have a different structure to the two Uniform classes,
and strategies that work well on one class may not work well
on the other classes.
Table VI shows that the results of the four heuristic sets on
the Scholl class show less obvious differences than they did
on the other classes. However, Table VIII shows that these
differences are still statistically significant. Hscholl obtains
better results on this class than the other three sets, suggesting
that the structure of the instances of this problem class is
sufficiently different to allow specialized heuristics to perform
significantly better. Huniform500 performs better on the Scholl
test instances than Huniform1000 , which is also true on the
Triples instances (Table VII). This would indicate that evolving
a local search heuristic on an instance with more pieces
may reduce its performance on the other classes which have
instances with less pieces.
Table VII displays the results of the heuristics on the test
instances of the Triples class. These results show clearly
that heuristics perform better when evolved on an instance
of the Triples class. The optimal solutions for instances of
this class have the very exact requirement that each bin
must contain three pieces. It is evident that specialized local
search heuristics obtain much better quality solutions over 100
iterations than the heuristics evolved on other classes.
In Section V-C, example heuristic two is a heuristic which
was evolved for the Uniform1000 class, but nevertheless
performs extremely well on the Triples test instances. It must
be emphasized that this heuristic is an exceptional case, being
one of the most general heuristics that was evolved. This
example heuristic shows that a heuristic obtained on one
class is not necessarily specialized only to that problem class.
However, the overall results in Table VII show that Htriples

obtains consistently better results on the Triples test instances
than the other three heuristic sets.
A. Run Times
The run times of the heuristic evolution system, and the
evolved heuristics themselves, are discussed in this section.
In total, all of the local search heuristics were evolved
on one personal computer (PC) in less than 12 h. The PC
specification was an Intel Core 2 Duo E8500 3.16 GHz CPU,
3 MB RAM, running Windows Vista 32-bit. To increase the
overall speed of the evolution process, both CPU cores were
used, by running each evolution process as a separate Java
thread. Only two threads were operational at any one time,
and the next two threads were started once both previous
threads had finished. Therefore, the heuristics were evolved in
pairs, and there may have been some unused CPU time if one
of the two threads completed before the other. The system
would have waited for the other thread to finish before the
next two threads were started.
Table IX shows the time taken for the system to evolve the
30 heuristics in each set. As two heuristics are evolved at a
time in parallel, we must divide the total time by 15 to obtain
the average time to evolve two heuristics. It is reasonable to
expect that on a single core machine, the evolution of one
heuristic would take approximately the same time to evolve
as two heuristics on a dual core machine. Therefore, the
time necessary to evolve one heuristic on a single core is
approximately 5–20 min, depending on the problem class.
A heuristic for Huniform1000 takes considerably longer to
evolve, because for each iteration more bins must be searched.
For example, if the heuristic needs to remove a piece from ten
bins that contain four pieces, every bin must be checked in
order to determine the set of bins which contain four pieces.
This process takes longer when there are more bins to search.
The average number of bins required for the lower bound
solutions to the four problem classes can be found in Table II.
This information is supplied to give the reader a general idea
of the computational cost of this system. It is not intended as
a scientific benchmark, only to show that the heuristics can
be evolved in a practical and reasonable amount of time. If
many heuristics are required, the run time indicates that this
type of system could be run overnight on a low specification
PC, making it convenient in practice. If only one heuristic is
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TABLE IX
Summary of the Total Time Taken to Evolve Each of the Four
Sets of 30 Heuristics

Huniform500
Huniform1000
Hscholl
Htriples

s
9514
19 115
4848
9273

min
159
319
81
155

h
2.64
5.31
1.35
2.58

The three columns display the same information in different time
formats.

Fig. 6. Example heuristic two. Evolved on the first instance of the Uniform1000 class.
TABLE XI

TABLE X
Average Time for an Evolved Heuristic to Perform 100
Iterations on an Instance of a Test Set

Huniform500
Huniform1000
Hscholl
Htriples

Average Time for 100 Iterations (s)
Uniform500
Uniform1000
Scholl
Triples
1.10
3.53
0.63
1.71
1.10
3.50
0.65
1.72
1.87
4.84
0.67
2.00
1.33
3.93
0.72
1.73

Each row represents on set of 30 heuristics. The bold values indicate the
speed of the heuristics on the test instances of the class on which they
were evolved.

Results of Example Heuristic One, Which Was Evolved for the
Scholl Class
Uniform500
6.642

Uniform1000
17.105

Scholl
0.956

Triples
10.716

Overall
9.983

They show that the heuristic performs very well for the Scholl test class,
but very poorly for the other classes. The figures represent the average
number of bins over the lower bound.
TABLE XII
Performance of Example Heuristic Two in Complete Form and
with Its Two Minor Rules Removed

All rules
Without two
minor rules

Uniform500
0.300

Uniform1000
0.405

Scholl
1.144

Triples
1.005

Overall
0.652

0.770

1.050

1.230

1.000

0.981

The results show that the minor rules contribute significantly to the
performance of the heuristic, especially on the two Uniform problem
classes.
Fig. 5.
class.

Example heuristic one. Evolved on the first instance of the Scholl

required, it would take less than 30 min to automatically design
one. We would predict that this is considerably shorter than the
time it would take a human to analyze the problem class characteristics and to design a specialized local search heuristic.
The exact run time of the heuristics, once they have been
evolved, is arguably more important, as they must obtain good
solutions in a reasonable time. Table X shows the average time
taken by the 30 heuristics to perform 100 iterations, and obtain
the results of Tables IV–VII. They give an impression of the
length of time that an evolved heuristic requires in order to produce a solution, including the construction of the initial solution. The results show that an evolved heuristic takes between
0.63 and 4.84 s depending on the size of the problem instance.
These run times are fast, considering that the results of a
heuristic on new instances of its own class are sometimes
optimal. On average, the solutions obtained by these heuristics
are approximately only one bin worse than the lower bound.
B. Example Heuristic One
The heuristic shown in Fig. 5 was evolved for the Scholl
class, and its performance on all test instances is shown in
Table XI. Its performance is poor on all test instances apart
from those from the Scholl class, where it obtains results
which are on average less than one bin worse than the lower
bounds. This shows that it is specialized to solving instances
of the Scholl class, and can do so very efficiently.

The heuristic consists of three rules to remove pieces. The
first rule rarely performs its function as there are rarely any
bins containing exactly five pieces. The second rule contains
the main functionality of the heuristic. This rule removes one
piece from each of the first 20 highest filled bins, which are
full to less than or equal to a 0.997 proportion of their capacity.
The third rule only chooses two bins, from which all of the
pieces are removed. These two bins are randomly chosen from
those which have a remaining space that is smaller than the
minimum piece size. As the parameter “1.1” is supplied, even
completely full bins can be chosen to be emptied.
This heuristic has the best performance of all the 120
evolved heuristics on the Scholl instances, but performs poorly
on each other class. On the other classes, rearranging just
one piece from each of only 20 bins produces a steady
improvement in the solution quality, but it is not fast enough
to produce a good result in 100 iterations. For example, when
example heuristic one is solving instances of the Triples class,
the 20 highest filled bins (from those which are less than 0.997
full) often have exactly two large pieces in, so removing just
one piece and repacking them will often still result in two
pieces in each bin. In this situation, the lowest filled bins all
contain three of the smallest pieces in the instance. One can
see intuitively that it is necessary to combine some of those
small pieces with the larger pieces from bins which contain
two pieces, as we know that the optimal solution of a Triples
instance requires each bin to contain exactly three pieces. This
knowledge is never incorporated into example heuristic two
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because it is not trained on an instance of the Triples class,
and therefore has no experience of this requirement.

We considered the performance of the heuristics to be consistent, because the variance of their results on new problems
is low. On all of ten runs on each of 19 test instances (or nine
in the Scholl class), they obtained results which are mostly
only one bin worse than the lower bound. We attributed their
consistency to the methodology by which they are evolved,
where the environment changes at each generation because the
initial solution changes. The individuals which survive through
consecutive generations must be able to perform well from
multiple starting positions in the search space. Therefore, there
was a selection pressure toward consistency of performance,
as the problem changes throughout a heuristic’s evolution.
The results also showed that different bin packing problems require different neighborhood move operators, as the
heuristics evolved for one problem class do not generally
perform as well on other classes. Each new set of real-world
problems potentially represents a new “problem class,” for
which a human heuristic designer would ideally design a
new heuristic system. The results in this paper indicate the
potential importance of research into hyper-heuristic systems
which automatically design search methodologies, as they can
perform the design task for each new problem class. No
significant human input would be required after the hyperheuristic system is created, which means that both time and
money could be saved.
In the hyper-heuristic literature, genetic programming has
been most commonly used to automatically design heuristics.
This has been highly appropriate when the heuristics are
mathematical functions which are used to “score” different
options. This methodology is not so applicable to the goal
of automatically designing local search methodologies that
iteratively improve a solution. Such methodologies generally
require a neighborhood move operator and an acceptance
criteria. This paper has shown that grammatical evolution
is highly appropriate to automatically design high-quality
specialized neighborhood move operators.
Future Work: The solutions obtained in this paper did
not obtain the optimal solutions as often as we would have
hoped. However, they did consistently obtain solutions which
were just one bin worse. We would suggest that future work
should focus on improving the ability of the system to generate
local search heuristics which can reach the optimal solution
more frequently. It is possible that different strategies may
be required at different stages of the search process, and the
grammar could be improved to allow this. The use of one
strategy at the beginning could set the solution structure for a
subsequent strategy. Alternately, large solution modifications
may be beneficial at the start of the search, while smaller
modifications may be more beneficial toward the end of the
search. This is likely to be particularly true when the current
solution uses one more bin than the lower bound, because
it is likely that only a few carefully selected pieces must
be swapped in order to obtain the optimal solution. Such
a strategy designed for the end of the search would not be
efficient if used for all 100 iterations.
We have employed an acceptance criteria which only accepts improving solutions. In the short term, we would like to
investigate if allowing acceptance of new solutions with the

C. Example Heuristic Two
The heuristic shown in Fig. 6 was evolved for the “Uniform1000” class of instances, and has the best overall average
performance (from all 120 evolved heuristics) on all of the
test instances. The main function of the heuristic is to remove
one piece from each of the 50 lowest filled bins. In addition,
the heuristic removes one piece from five bins which have
a remaining space less than the minimum piece size, and
removes all of the pieces from another five bins which also
have a remaining space less than the minimum piece size.
From this heuristic, we conclude that it is beneficial to
focus on the lowest filled bins. Rearranging pieces in these
bins will produce a quick improvement in solution quality.
However, some bins other than the lowest filled must also be
included in the rearrangement at each iteration. The two minor
rules, which both choose five bins, only consider those bins
which contain wasted space which will never be filled because
“minimum” is given as the parameter to both rules. This means
that even the smallest piece in the instance would not be able
to fit into the space in those bins.
We ran this heuristic again without its two minor rules, and
the results show that the overall average performance reduces.
This is shown in Table XII. This shows that the minor rules are
important for the correct functioning of the heuristic. It also
shows that they are not redundant parts of the phenotype, and
they remained as part of the heuristic because they provide
an evolutionary advantage. The reduction of performance is
most pronounced on the two “Uniform” classes. The heuristic
was evolved on an instance of the Uniform1000 class, and
so it follows that the rules of the heuristic would be tuned to
solving similar instances. The performance actually marginally
increases on the Triples class, where the two removed rules
are evidently detrimental to performance on some instances.
VI. Conclusion
This paper has shown that it is possible to evolve efficient
local search heuristics for bin packing, using grammatical
evolution. It is generally constructive heuristics that have been
automatically designed before in the literature. This paper
contributed to the goal of obtaining general systems which
can automatically design local search heuristic methodologies
that search a solution space through iterative improvement.
The local search heuristics defined neighborhoods, which
allow efficient traversal through the solution space. We considered the heuristics to be efficient, because in a maximum
of 100 moves (100 executions of the fitness function) they
consistently obtain a solution that is only one bin worse than
the lower bound, and can often obtain the optimal solution.
The number of actual moves will be less than 100, because a
new solution is only accepted if it is better than the current
solution. The search process takes a matter of seconds, and
is well within the practical time limits of local search solvers
which have been designed by humans. The maximum time
taken by any evolved heuristic was 6.2 s, and the average time
was much less.
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same fitness value could improve the search. In the longer
term, we would like to automate the design of the acceptance
criteria, by including an acceptance component in the grammar
so it can be evolved.
A useful future comparison would be the performance of
a strongly typed genetic programming system against the
performance of the grammatical evolution system presented
in this paper. There is no obvious reason why it would be less
effective to use a direct encoding of the local search heuristics,
so such a comparison may be useful to analyze the differences
between the two methodologies.
This paper builds upon previous work in the literature,
which showed how it was possible to automatically design
human-competitive constructive heuristics through evolution.
The work presented in this paper has shown that it is possible to automatically design search methodologies which can
efficiently search a space of complete feasible solutions. This
suggests that it may be possible to incorporate the constructive
heuristic component into the grammar, to evolve a complete
search methodology which contains a strategy for both initial
construction and iterative improvement. This would further
decrease the requirement for human input into the bin packing
system design process.
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